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Background

dominated by large singular values.

Approach

« Composition Score (CS) [1] measures head interaction but is

 Compare head weight subspaces with the Projection Kernel (PK) [2].

KL to the random baseline shows how informative PK is.

GPT2-small: Top 20 Projection Kernel for OQ, OK, OV
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Results
» PK recovers |0l (indirect object identification) head relations [3]

better than CS. U =
« PK finds the hub head L4H7, which proves to be an ldentity Head. 3 Al
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Composition Score (CS) |

cS(wh,wh) =

1]

« Computed from the QK and OV matrices of head h:
Wgk = WG Wy, Woy = WEWS
\wrw"|

Limitations

W[ l[W"] g
- e.g., 0Q (output of h — query of later h'): CS(WEJ, W)

* Weighted by singular values: a few directions dominate.
» Not invariant to W" A44-1W" and sensitive to weight scaling and preprocessing.

Projection Kernel (PK) [2]

Principal Angles

Orthonormal bases U, U’ of §,§":
cos8; = g;(U'U")
o;: i-th largest singular value of UTU’.

Projection Kernel

m
PK(S,S") = 2 cos26; = ||[UTU'||2
i=1
e 0<PK<mPK=miff § =8§).
* No direction-dependent scaling.
« Used on each head's Q/K/V/O subspaces.

Layer

Layer Index (higher rows are deeper layers)

107 4G]

3: postseason

7! _playoff 7: sensors

9:
10: quickShip

Head Index (heads to the right have larger indices)
OQ L8H10 — Name Movers OK Prev. Token — Induction OV many heads — L4H7
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CS: misses a pair; noisier
Wiring diagrams

a. Correlated overall (p = 0.84—-0.89), weakly in the top 3% (p = -0.25 to 0.19).

(a) PK vs. CS scores

b. PK edges concentrate among IOl head classes; CS edges often involve

unclassified heads.
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(b) Wiring diagrams

Evaluation on IOl Heads Discussion
; — L4H7 is an Identity Head PK distributions vs. random
Detection Classification | | | . |
GPT2-small: Identity Head Scores Best Head (LOH3) Attention Pattern KL(Random PK, Weight Pairs PK): From Earlier To Later Layers Only
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« Models: GPT2-small, BLOOM-560M, and Qwen2-0.5B-Instruct. . . . Target Weight Projection Kernel
| .  L4H7 is a hub head in the PK wiring U |
 PK achieves the best PR-AUC in all three models. . Random baseline (orthogonal subspaces):
diagram of GPT2-small. g2 og 204 _ 2
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